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Proposal summary

Dynamic Authorization for Grids, Groups and Resources

DAGGR

Strategic objectives addressed (If more than one objective , indicate their order of importance to the project).

Proposal abstract

Copied from Part A  

B.1 Scientific and technological objectives of the project and state of the art 

Describe in detail the proposed project’s S&T objectives. The objectives should be those achievable within the project, not through subsequent development, and should be stated in a measurable and verifiable form. The progress of the project work will be measured against these goals in later reviews and assessments. Describe the state-of-the-art in the area concerned and how the proposed project will enhance the state-of-the-art in that area. (Recommended length – three pages)

This Chapter should probably have the following paragraphs:

· State of the art (describes CA, LCAS, LCMAPS, VOMS,..)

· Enhancement  (more dynamic, OGSA, federations,..)

· Architecture

· Scenario (?)

· Demonstrator

· Dissemination, Standardisation (other grid projects, GGF,..)

B.1.1 Introduction (Andrew)

This proposal seeks to explore security and trust management beyond second generation Grid projects such as the EU DataGrid. In doing so, we aim to discover ways in which strong security technology can be applied to the dynamic requirements of Grid Services environments, including the proposed Open Grid Services Architecture, and to the needs of scientific and business communities both inside and outside of the large, static collaborations often associated with long-term "Big Science" projects.

The development of Grids to date can be divided into three generations. 

First generation Grids consisted of middleware, such as Globus 1.x, from a single vendor or project, which was used by largely unmodified applications to access remote resources. In this generation, very simple authorization schemes were possible, largely due to their use for demonstrations of the technology rather than production, involving a small number of users, whose authorization could be managed by hand at each resource.

The second generation consists of Grids composed of middleware from several sources, with published and stable interfaces. The EU DataGrid Testbed is a good example, with middleware including Globus 2.x, Condor-G and systems developed by EDG itself. The large number of users (hundreds) and sites (tens) associated with second generation Grids means that authorization at each resource must be managed by some automated procedure, which derives local policy from one or more central, manually-managed sources of authorization. In the case of EDG, this information is either published to resources by Virtual Organisation (VO) LDAP servers, or supplied users as signed attributes by VOMS attribute certificate servers. Although very flexible once created, these VO systems involve a significant amount of start-up effort for users, VO and resource administrators, and are intended to be long-lived and in that sense,  static.

The third generation Grids aims to provide "Grid Services" as an extension of Web Services, will and be rigorously based on standards, such as those endorsed by the Global Grid Forum. This will provide a dynamic, "on demand" Grid, where services can be created when required, and higher level services composed and provided to users by combining lower level services. Globus 3.x and other implementations of the Open Grid Services Architecture aim to provide middleware for this generation. In these environments, it will be severely limiting if the security systems are not equally dynamic, and able, for example, to create Virtual Organisations on demand for short-term groups of users. DAGGR proposes to research solutions to this problem.

This research therefore involves several areas, to answer the following  central questions: 

· what additions are required to provide authentication in these dynamic environments, in which users may have several logical identities which must be used to achieve a specific task?

· what interfaces and extensions do existing VO management systems, such as VOMS, need to be able to provide VOs on-demand?

· how can sites enforce appropriate access and usage control for remote users, where the chain of trust and the authorization policies are themselves dynamically configured?

· how can access and usage control be expressed in a general way by users and administrators, and how can resources such as file servers and execution environments apply this to existing computing concepts such as files, objects and database entries.

In doing this we will co-ordinate our efforts with the relevant Research and Working Groups within the Global Grid Forum - in particular, the OGSA  Authorization WG which aims to standardise interoperation between  authorization components in Grid Services environments.

B.1.2 Objectives (Roberto)

One of the key concepts of Grid Computing is that of "Virtual  Organizations" (VOs), i.e. a group of users, resources and services, belonging to multiple administrative domains, which share a common purpose.

Some VO's are long-lived (e.g. multi-year physics experiments), while others are short-lived, even a few hours only. "Classical" Grids, like EDG or CrossGrid, are focused towards the first kind of VO, we want instead to address the set of security problems arising from the second kind.  We believe that in this way it will be possible to provide a security model for Grids which can accommodate peer-to-peer architectures. It should even be possible that our proposed system includes the more 

persistent VO's as a special case. Otherwise we should clearly define the interaction and interoperability between the two models.

The effort required to set up a VO should be minimal, even if the people and resources involved belong to different administrative domains.  Moreover, these collaborations should be easily merged to forge larger ones, with a highly scalable process. Every user may come from different authentication and authorizations domains, which, very likely, will have different authentication and authorizations methods.

We think that making use of the Open Grid Security Architecture (OGSA), and thus transforming security functions into OGSA services, can solve the challenge above described. The OGSA security roadmap describes a number of security services which could be used to the scope.

We propose to implement as a prototype an Authorization Attribute Authority Service which will be derived by the VOMS server, a local site Authorization  Service derived from LCAS, responding to authorization queries from components  of a site or resource, and modified HTTP / HTTPS / GridFTP servers and file  systems with access control (eg permissions) and usage control (e.g. quotas)  decisions based on Authorization Attributes and the local Authorization Service,  derived from the SlashGrid and GridSite systems.

Many other servers of different types will be possible. We will base the control channels and negotiation for these services on OGSA, and use GGF-endorsed choices for standards to use, such as SAML for communicating authorization and XACML for expressing it. In this way, components of our architecture  can be replaced by other, standards compliant alternatives where desired,  such as CAS instead of VOMS and OGSA-aware Akenti instead of LCAS.

We will be active in the relevant GGF WGs where we want to give input in order to have standards which meet our requirements (e.g. the OGSA-Authz,  multiple CAs, different governance models, alternative authorization systems like Krb, X.509, WS-*)

B.1.2 Scenario (Roberto)
We should describe a scenario maybe with an animation, a sequence of pictures. Let’s keep this text.

See Figure 2: A and B have formed a VO. C has trust relationships with B and wants to join the VO. A could allow B to forward requests from C (one level down), but forbid further levels (e.g. from D, which is federated to C). C asks B (the only authZ server that knows C) to take his request,

forward it to A for approval, get a token from A that is shipped to C. C can now use this token to contact services in the VO hosted by A, e.g., an A's CE (the service can make its own checks on the delegation path length, of course).

The "Discovery Service" is needed to find resources in the first place. The service could be signed by many VOs, and a home organisation (in the sense of physical org) can have a local cache (like DNS) that is federated with other Discovery Servers.

Privacy (for e.g. the biomedical community) and anonymous access could be accommodated, by making VOs that are 1:1 mapping to a physical org. The "master" VO A, whose resources a user at C want to use, allows the (phys=virtual) federated organisation B to forward requests without exposing the identity of C (see the model that Shibboleth uses for e-library access). B could keep a log, but not expose it.

If we could really guarantee privacy, we could do electronic voting with such a system (to be seen).

B.1.3 Accounting issues (Roberto)

We don’t do it! But provide the hooks so it can be done. Keep it, but probably not here.

The authorization architecture and services we propose to implement do not  provide an accounting system. However, they provide some of the key components required by the proposed GGF economic models architecture, including an  infrastructure for proving rights to access resources and the enforcement  of limitations on the amount of local resources which can be used.  We will co-ordinate the interfaces we provide with accounting work in GGF and other groups (actually the work at eSNW is especially relevant here

B.2 Relevance to the objectives of the IST Priority
Describe the manner in which the proposed project’s goals address the scientific, technical, wider societal and policy objectives of the IST Priority in the areas concerned. (Recommended length – three pages)
B.3 Potential impact

Describe the strategic impact of the proposed project, for example in reinforcing competitiveness or on solving societal problems. Describe the innovation-related activities. Describe the exploitation and/or dissemination plans which are foreseen to ensure use of the project results. Describe the added-value in carrying out the work at a European level. Indicate what account is taken of other national or international research activities. (Recommended length – three pages)
B.3.1 Contributions to standards: Describe contributions to national or international standards which may be made by the project, if any.

(Recommended length – one page)

B.4 The consortium and project resources

Describe the role of the participants and the specific skills of each of them. Show how the participants are suited and committed to the tasks assigned to them; show the complementarity between participants. Describe how the opportunity of involving SMEs has been addressed. Describe the resources, human and material, that will be deployed for the implementation of the project. Include a STREP Project Effort Form, as shown below, covering the full duration of the project. Demonstrate how the project will mobilise the critical mass of resources (personnel, equipment, finance…) necessary for success; and show that the overall financial plan for the project is adequate. 

(Recommended length – five pages)

List memberships of GGF groups

NIKHEF

The National Institute for Subatomic Physics, has been involved in grid research through various projects. It was one of the prime partners of the European DataGrid Project and among other things involved in Work Package 4 for Grid Fabric research. Moreover NIKHEF is in the centre of eScience in The Netherlands and the DutchGrid, the platform for Grid Computing and Technology was born here. Open to all institutions for research and test-bed activities, the goal of DutchGrid is to coordinate the various deployment efforts and to offer a forum for the exchange of experiences on Grid technologies. The DutchGrid CA provides authentication services to the DutchGrid community for X.509 certificates for grid use. The DutchGrid CA serves the Dutch Grid research community only.  Add DGF, VL-E, Security in EGEE, NEG, AAAarch

Dr. David Groep

Dr. Kors Bos

University of Manchester

Manchester Computing and Manchester University High Energy Physics are leading Grid-research centers in the UK, with particular relevance to security. Manchester HEP is the Lead Centre for Security in the GridPP2 project, and operates the Authorization infrastructure for GridPP in the UK and for the BaBarGrid project. The group's other Grid deployment and research areas include Testbed Support, Networking, Metadata and application of HEP analysis methods to cancer treatment. Manchester Computing also has considerable experience with a variety ofe-Science Authorization systems. For example, MC has recently been fundedto evaluate the Globus CAS authorization system for UK e-Science use, andseparately to evaluate the Akenti system for use by the British Libraries Zetoc catalogue.

The key GGF accounting working groups have active participation from Manchester Computing members, including the Usage Record (US), Resource Usage Service (RUS) and Grid Economic Service Architecture (GESA) working groups. GESA, in particular, is co-chaired by Jon MacLaren of MC. Much of this work is in conjunction with the UK e-Science "Markets for

Computational Services" project, with John Brooke of MC as the co-investigator. Although DAGGR does not address accounting issues directly, the local access and usage control research of Workpackage 4 will benefit from an understanding of the higher level requirements of

accounting.

Dr. Andrew McNab's involvement with Grid research began with deployment of Grid tools to Manchester HEP, and other UK High Energy Physics sites, and then as UK Testbed co-ordinator for GridPP and the EU DataGrid. Security research naturally arose out of the practical limitations faced by site administrators in using existing Grid tools. As a result, Andrew developed the Pool Account system for dynamically mapping Grid credentials to local Unix identities (which is now used by virtually all EU DataGrid and LHC Computing Grid sites) and the GridSite Web/HTTP(S) server management system (which has been used by GridPP, EU DataGrid groups and UK e-Science projects.) In GGF, Andrew is co-chair of the "Authorization Mechanisms and  Frameworks" and "Open Grid Services Architecture: Authorization" working  groups.

INFN
The Italian National Institute for Nuclear Research, is a governmental research organization, which promotes,  co-ordinates and funds nuclear and high-energy physics research. 

It is organised in: 

· 4 National Laboratories: Frascati, Gran Sasso, Legnaro, SUD (Catania).

· 19 Sections fully integrated in the Physics departments of the major Universities: Bari, Bologna, Cagliari, Catania, Ferrara, Firenze, Genova, Lecce, Milano, Napoli, Padova, Pavia, Perugia, Pisa, Roma, Roma II, Roma III, Torino, Trieste.

· 11 Sub-sections: Brescia, Cosenza, L Aquila, Messina, Parma, Sanità (Roma), Salerno, Siena, Trento, Verona, Udine.

· 1 National Center: CNAF (Bologna).

· 1 Central Administration site in Frascati.

· 1 President Operational Bureau in Roma. 

INFN carries out its activity within international collaborations. The experiments are developed in the most important national and international Laboratories (CERN, DESY, Grenoble, GranSasso, Frascati,  Fermilab, SLAC).  INFN is one of the founding members of GARR, the Italian academic and research network and is presently managing this organization on behalf of the government.  The present network, GARR-B, is based on a 155 Mbps ATM infrastructure. Since 1998 INFN started adressing the security issues related to the deployment of a Wide Area CONDOR Pool using more than 200 CPUs distributed all over Italy. From October 1999 INFN started a pilot project to investigate a possible utilization of GLOBUS software for the High Energy Physics applications  using GSI and the PKI infrastructure.  INFN participates to the DataGRID and DataTAG projects and is now deploying Grid software in about 20 sites and is particularly active in the security aspects of the DataGrid and DataTAG testbeds. 

Dr. Roberto Cecchini 

Degree in Physics in 1978. As a software developer he has been working in the computer security 

field since 1995. He implemented the INFN Certification Authority in 1997 and is managing it. He is the coordinator of the INFN Security Group since 1998. He is the coordinator of the CSIRT for the GARR Network (GARRCERT) since 1999. He is the coordinator of the Authorization Group in WP6 of DataGrid and of the Authorization Group in WP4 of DataTAG and member of the security and CA group of DataGrid.
B.5 Project management

Describe the organisation, management and decision making structures of the project. Describe the plan for the management of knowledge, of intellectual property and of other innovation-related activities arising in the project.

(Recommended length –three pages)

B.5.1 Management Quality

Although this project is limited in size and lifetime it requires high quality management to keep the project focussed on results in spite of the very innovative character of the research. The management has to find the proper balance between allowing for the unexpected as innovation implies and thriving for meeting the milestones and producing the deliverables.  The structure has been designed to deal with these project management challenges but also to cope with typical problems associated with a wide spread collection of scientific partners. The project will be managed using a simple but effective management structure based on the experience gained by the proposed lead and coordinating partner in similar EU projects and in particular the EU DataGrid Project, the EU DataTag project and similar projects on a National scale.

B.5.2 Management Structure

The project will be managed by the lead partner who will appoint a dedicated Project Manager, the PM. He will be assisted by a Project Office, PO,  also supplied by the lead partner. The management of the project will be controlled by a Project Execution Board, PEB with one person from each work package. This board controls the scientific and technical direction of the project.  For administrative matters an Project Administrators Group, the PAG, will be formed with one person per partner to deal with the PM and the PO on all non-scientific and non-technical matters. Members of the PAG are not necessarily part of the project .

Project meetings of one or two days will be organised every three months alternating by one of the partners where the general progress of the project will be discussed as well as specific inter- work package problems be solved. Moreover there will be weekly (virtual) meetings to discuss detailed technical issues, daily progress and pressing managerial issues.

A Project Referee Group, PRG,  will be formed of two or three people who are external to the project but have sufficient knowledge about the subject to be able to help guiding the project and make suggestions to the management on all aspects of the project. The PRG will be nominated by the PEB at the start of the project or even before when it becomes clear that this project will be positively rated by the referees of the European Commission.  Preferably the members of the PRG will be associated with other grid projects to assure dissemination of security ideas both ways.

B.5.3 Risk and Contingency Planning

Because of the innovative character of the proposal there is a level of risk associated with the work in each of the work packages. In the first place this risk should be managed by the work package leader and within the work package itself. The work package leader in collaboration with the other members of the PEB should plan the necessary changes while respecting the overall technical direction of the project.

The work of risk handling for the project will be handled by WP1 by tracking  progress, resource consumption per work package and per partner and by ensuring timely achievement of milestones and deliverables. Regular reviews of the project objectives and progress will be made – both by the PRG and with the commission – to enable appropriate adjustments within the objectives of the project. Although each partner brings individual skills to the project, there is some appropriate degree of overlap in competences. Thus if, for some reason, a partner withdraws from the project; we are confident that the work can be supported by the remaining partners. The work plan has been drawn up so that there are a number of independent work streams and developments with  few critical points. It is thus possible to have slippage in some parts of the project without impacting on the developments of all major objectives.

B.6 Detailed Implementation plan

This section describes in detail the work planned to achieve the objectives for the full duration of the of the proposed project. The recommended length, excluding the forms specified below, is up to 15 pages. An introduction should explain the structure of this workplan plan and how the plan will lead the participants to achieve the objectives. The workplan should be broken down according to types of activities: Research, technological development and innovation related activities, demonstration activities and project management activities. It should identify significant risks, and contingency plans for these. The plan must for each type of activity be broken down into workpackages (WPs) which should follow the logical phases of the project, and include management of the project and assessment of progress and results.

 Essential elements of the plan are:

	
	a)
	Detailed Implementation plan introduction – explaining the structure of this plan and the overall methodology used to achieve the objectives. 

	
	b)
	Work planning, showing the timing of the different WPs and their components (Gantt chart or similar)

	
	c)
	Graphical presentation of the components showing their interdependencies (Pert diagram or similar)

	
	d)
	Detailed work description broken down into workpackages:

	
	Workpackage list (use Workpackage list form below);

	
	Deliverables list (use Deliverables list form below);

	
	Description of each workpackage (use Workpackage description form below, one per workpackage):

	
	Note: The number of workpackages used must be appropriate to the complexity of the work and the overall value of the proposed project. Each workpackage should be a major sub-division of the proposed project and should also have a verifiable end-point (normally a deliverable or an important milestone in the overall project).  The planning should be sufficiently detailed to justify the proposed effort and allow progress monitoring by the Commission – the day-to-day management of the project by the consortium may require a more detailed plan.


Components

Describe here why we have 5 workpackages and how they are correlated. Picture.

Work plan

Describe here the development cycles. Gantt chart.

Workpackage 1: Credential Services

Old text (by Roberto)

· a lot of various types of credentials (GSI, Kerberos, SSH keys, AFS tokens etc.), 

· management of such numbers credentials becomes difficult and insecure (users often copy their private keys to many places etc.)

· services supports only limited number of authN methods (eg. www portals transform password received from the client to GSI proxy by means of the myproxy service)

· various type on-line credential repositories or transformation mechanisms

· kCA, the pkinit extension for Kerberos, OTP for Kerberos, MyProxy

· these are standalone services, some framework working above them and offering a unified interface to these services would be very helpful.

· roaming users often need to use untrusted clients (Internet kiosks on airports, workstations available on conferences etc.) to access their data. These clients usually supports only limited tools (in most cases www browsers without the possibility to load user's credentials).

· support for long-running jobs and jobs started periodically (eg. Monitoring scripts). Currently users are required to store their credentials on a myproxy server but they must keep them valid there, ie. store a new credential there each month.

My idea is to create some common authentication service for logging on Grids, where various user's credentials would be stored. This would be the only service the user must know. It could maintain users' long-term credentials of various types and interact with another similar services if needed.  Such service could be started and operated either by the user itself on their workstation or even on a smartcard (?) (to only manage her creds) or it could be a service shared by the whole VO (like myproxy servers in EDG).  If necessary, this service would be able to either transform user's credential to requested type or contact another service (MyProxy, kCA) to do so. The details would be hidden for the users, they would just receive the credential type that they asked for. Such a service would also help with management of long-running jobs (in a similar way how it's done in

EDG but without requiring the users to update their credentials on myproxy server).

I'm also thinking about optional adding agents to a delegated credential, which could be able to watch the credential and manage it (e.g. renew it on a special request from the user, transform it to another type if needed etc.). I'd think such a functionality could help users who establish a lot

of connections to various services but need them only from time to time. It could also allow to destroy all "registered" credentials (ie credentials with a corresponding agents). I haven't thought much about this possibility, however, and not sure if it really makes sense.

Workpackage 2: Attribute Services (Roberto)

This work package addresses the task of the management of authorization attributes in the scope of an administrative domain.

State of the art

One of the central concepts of the current Grid environment is the Virtual Organization (VO): an abstract entity which groups users, institutions and resources  belonging to different administrative domains, sharing a common purpose. 

The large number of users (hundreds) and sites (tens) associated with the current incarnation of Grids, implies that authorization at each resource must be managed by some automated procedure, which derives local policy from one or more central, manually-managed, sources of authorization. Local resource administrators grant rights to the VO as a whole, while VO administrators grant them to individual members of the community.

In the specific case of EDG and EDT, this information is managed by external, stand-alone, servers: either published to resources by VO LDAP servers, or supplied by users as signed attributes of their proxy certificates by VO-managed VOMS attribute certificate servers. The main problem with these systems is that, although very flexible once created, involve a significant amount of start-up effort for users, VO and resource administrators. For this reason are intended to be long-lived and in that sense, static.

Proposal

To overcome the limitations caused by the static model above outlined, we propose to transfer the authorization machinery from the "heavy-weight" second generation Grid servers to "light-weight" OGSA services. In this way trust establishment will be possible at the single user level, without  the necessity to involve the complex machinery of VO establishment (and  management). Site security policies will be obviously fully respected. 

In particular, the goal of this work package is to build an  Attribute Servic (AS) which will be able to grant security (authorization) tokens to authenticated principals,  in the framework of a Federation of autonomous entities (i.e. a set of trust relationship between autonomous entities).

In the case of a Federation, each entity has its own AS with its specific authorization structure and mechanisms; the trust relationships between these entities allow principals to access resources in the other domains of the Federation, using credentials granted by their own domain.  To make this possible, the AS must publish the information about its authorization data, in order to allow credential mapping among the systems.

TBD: should we quote the RBAC model?

To permit users and services direct access to other parties' resources, we think that this AS should support agent, push and pull models [RFC2904], that is it should be able to:

· function as an agent between the user and the service;

· evaluate requests from the service, directly contacted by the user, returning an appropriate response;

· send authorization tokens to the user, who will forward them to the service, together with his request.

Moreover, AS should be able to cope with the privacy and possibly anonymity requirements. A solution might be an Attribute/Pseudonym [WS-Federation], perhaps implemented as a separated service, which would allow to distribute authorized information about principals, masking their real identity (this, of course, requires that a trust domain has been established). If the Attribute/Pseudonym "service" belongs to an external (trusted) site, it should be possible to achieve anonymous access capabilities, still retaining traceability in case of need.

For the implementation of the prototype we plan to profit from the experience gained in EU DataGrid and DataTag, where we designed, implemented and deployed the authorization infrastructure (VOMS).

The use of the OGSA architecture and of recognized standards (e.g. SAML and XACML) will make it possible to interoperate with other -- standards compliant -- alternative solutions (e.g. the

successors of CAS, Akenti and PERMIS).

Enhancement of the state-of-the-art

We think that the experience gained from this new trust establishment model could be usefully transferred to the "production grid world", where the focus is on more static relationships. The adherence to recognized standards, the use of OGSA architecture, and  the support of all the models in [RFC2904] will make the deliverable usable  also in a more conventional environment like the production grids (e.g. EGEE).

Deliverables

Due the strict integration of the deliverables of all the WP,  the deliverables are specified globally.

Good idea, but then it has to be said so in every WP.

Workpackage 3: Authorisation Decision Services (David)

State of the art

Site autonomy has been one of the key concepts of Grid computing since its conception, and is essential to convince potential participants in a Grid to collaborate. Within a Virtual Organisation, participants will share a subset of their resources under specific conditions with selected partners. Implementing such a sharing policy in the Grid thus requires an authorisation decision point and appropriate policy enforcement for all services within the VO. 

Such authorisation decision functions can take many forms. The early Grid toolkits supported only lists of authorized users, maintained by out-of-band (non-automatic) communication amongst the VO members. A significant step forward was the introduction of centrally managed VO directories that are periodically retrieved by the service providers. And with the introduction of VOMS fine-grained authorisation decisions could be taken by local services, e.g., using LCAS. 

All presently existing VO solutions, however, are limited to static (pre-configured and ‘centrally managed’) VO’s. This includes to VO-LDAP directories and VOMS, but also to local directories maintained by the UHO, e.g., in RADIUS servers used for Shibboleth. All these systems allow for relatively straightforward local AS’s. 
Proposal

When more flexible ways of organisation are required, the Authorisation Service controlling access to the grid services offered needs additional functionality. In particular, it has to negotiate compatible authorization attributes, and the format in which these are to be presented by the requesting party. Also expression of local policy and its translation into wire protocols, and the co-authorization of services in a distributed “multi-domain” AAA request are within the mandate of the ADS.

Thus the service-local issues that need to be addressed by the ADS are:

· Interpretation of authorization attributes presented by requesting entities. 

· Hooks for negotiation of compatible security. Such a process in similar to the negotiation by, e.g., SASL (simple authentication and security layer), although in the federated architecture foreseen in this proposal such negotiation can also include third-party “translator” services.

· Local policy expression and definition, and promoting standardisation of such local policy languages.

· Delegation of authorization decisions to other authorization servers, and the aggregation of layered policies within a logical domain.

· Reliable co-authorization between different services across multiple domains, supporting reliable commits in the presence of generic AAA server interaction.

The ADS is also key point in the implementation of the policies that define the federation of domains-of-authority. In order for the individual service owners to retain control, the enforcement of the federation rules needs an implementation within the authorization service. The federative aspects include:

· Expression and enforcement of indirect trust (models and expression of path-length constraints, transient trust and PGP models). These constrains implement the rules that result from the “meta” federation of domains.

· Publication of local federative policies. This is essential for brokering relationships within federations. An interchange format for such policies should be investigated in close interaction with both GGF and OASIS.

· Incorporation of the concept of “trust-chains”. A path-length constraint in service authorization will impose a “hop-limit” on the amount of announcement levels to be traversed (in both ways). This defined the “breadth” of the fererated domain as seen by any individual entity in the federation, and is conceptually similar to the BGP route announcement model.

Once an entity is allowed to access a given service, the authorisation information obtained in the process needs to be conveyed to the local system. In hosted environments, this could take the form of a one-to-one translation of the attributes obtained (in a format understandable to the local domain-of-authority), but in general the resource access service (WP4) and the ADS should define an interface at with such attributes are to be exchanged and possibly mapped. 

The inverse (abstracting ADS local policy expression information from the underlying resources access definitions) needs a similar interface. On these topics the ADS and RAUCS WPs will work on a common API, with potential for standardisation.

Enhancement of the state-of-the-art

When considered in the larger context of federating domains-of-authority, the model proposed opens up a complete new playing field for dynamic authorization, and the convergence of traditional Grid Virtual Organisations and the federation model underlying modern peer-to-peer systems. Independent novel developments for the AS include trust chaining and the inclusion of “indirect” trust, and the publication of policies for authorization brokerage. 

By providing independent implementations of standards for local policy evaluation and the negotiation of authorisation of the wire, the work will advance draft standards to a better-matured state.

Workpackage 4: Resource Access and Usage Control  (Andrew)

This workpackage applies access and usage control mechanisms to fine-grained, local functionality of resources, such as file servers and filesystems, based on policies written in terms of the Grid-wide identities and authorization credentials managed by the other workpackages.

state of the art
In most Grid software, access control is currently managed by the use of lists of authorized users. For example, in systems based on Globus, the "grid-map file" list has the certificate subject names of all authorized users on a specific resource.

A few projects have begun to use more general access policy languages, and one leading example of this is our development of the Grid Access Control Language used by the EU DataGrid for GridSite and Storage Element access control. This is a simple, XML-based language, which controls local file operations such as read or write in terms of Grid certificate identities

and VO group membership.

new idea
This workpackage of DAGGR has two main areas of research: the identification of how to bind Grid access control to local resources, and the management of local access policy in the dynamic, on-demand environment developed by the other work packages.

First, it will identify more general ways of applying Grid access control to low level components, such as filesystems and fileservers, but also to other local objects such as database records and batch execution queues. This will involve a survey of the requirements imposed on a general policy

language by these disparate systems, the development of concrete demonstrations and the abstraction of general tools which can be applied by other research projects to their own systems.

Secondly, it will research ways of "boot strapping" local trust for externally managed policies (for example, how the owner of a resource decides whether a paying customers' policy involving third-parties is legally acceptable.) and mechanisms required for the dynamic creation of  on-demand local access control environments (for example, to create a  suitable sandbox environment for a user's programs, which prevents unauthorized access to the rest of the local resource.)

architecture
The workpackage will be largely centered on developing a replacement for the EDG Grid Access Control List (GACL) policy language, which satisfies the additional flexibility and trust establishment requirements identified. Part of the workpackage will involve co-ordination of policy

langauge development and prototype implementations with the work of the OGSA Authorization Working Group in GGF.

The architecture developed will also use the Authorization Service of Workpackage 3 as an additional source of authorization decisions, and research the interaction between policy expression (eg GACL) within a resource, and the discovery of authorized rights from an external 

Authorization Service (eg by a protocol such as SAML.)

Finally, the architecture will attempt to address requirements arising from Grid accounting research: in particular, whether these access control systems can be used for usage control, limits and quotas by the use of quantitative attributes and how they can be bound to limit mechanisms in local resources such as disks, databases and CPUs.

demonstrators
Do we want to take this out and make it a separate paragraph as it is the same for all WPs?

Two main products are intended to be used as demonstrators for this development.

First, to the GridSite website management and file serving system, originally developed to manage the GridPP web pages and now used by several other UK e-Science projects. GridSite's initial purpose was to allow users authenticated using Grid certificates in unmodified web browsers to maintain sets of web pages for their working group. GridSite now permits a sophisticated set of file and directory management operations through a web-based interface, along with management of GACL access control lists and Virtual Organisation and VO subgroup membership. Additionally, GridSite can be used as a high-performance HTTP and HTTPS fileserver, for both read (GET) and write (PUT, DELETE, MOVE) operations, and as a Grid-aware host for other web technologies such as Java servlets, Perl or Python scripts and binary CGI programs, including Grid Services written in those languages.

By giving GridSite access to dynamic authorization policies, we can make our work available to a wide variety of interested research projects who need to control access to web pages or fileservers, and will benefit from our application of on-demand VOs to the security of the ubiquitous HTTP 

and HTTPS servers.

Secondly, to the SlashGrid filesystem prototype to implement Grid-aware access control directly in the operating system layer, rather than, for instance, being translated into local Unix privileges as with a pool accounts scheme. Although the existing SlashGrid prototype has much of

this functionality already, some additional work will be required to interface it to sources of credentials as they enter the site via the job submission and environment management systems developed in Workpackage 3, and to update the software as the GACL library is developed.

By applying these controls at a low level, it is easier to produce access controls without loopholes, which are implemented in an efficient way, and can be made persistent, so that, for example, file ownership is preserved on disk for months, and can be transferred along with the files onto

backup media.

Furthermore, SlashGrid's ability to create virtual filesystems on demand and to enforce tailored access control policies to them, will be used to provide the dynamic creation of environments for the execution of user-supplied binaries. This will provide not only great flexibility in accomodating specific requirements of users, but also in limiting the ability of malicious jobs to compromise privacy or integrity of other parts of the local resource.

deliverables/milestones
With 2 FTE for 24 project-months, the following milestones are envisaged:

PM 6

Survey of access control methods in use by legacy systems (eg fileservers.)

Initial version of GACL-replacement policy specification.

Prototype utilities for manipulating policy language.

PM 12

Prototype GridSite and SlashGrid demonstrators for (a) access policy language, (b) external management of policy and (c) usage control / quotas.

Survey of requirements for dynamic security environments / sandboxes.

PM 18

Prototype of dynamic security environments.

Final version of policy language specification.

PM 24

Tools for manipulating policy language, and applying it to third-party systems.

Demonstrators of SlashGrid and GridSite systems with on-demand access and usage control policies.

Workpackage 5: Federated Service Management

To be able to work effectively between domains one must be able to federate services from one domain to another. Services can only be federated if a trust relationship has been built between the domains. A collection of domains which have built such trust relationships is what is called a federation. There are several ways trust relationships and thus federations can be built and maintained and this is what is addressed in this workpackage.

Although the issue of service federation is more general than grids it is in this environment that the need is felt strongly. Within one and the same grid it is difficult to federate services from one component to another. To federate services between grids is even more difficult although much needed in many cases. Some ad hoc solutions have been tried but no standards exist to date. In this workpackage we will consider the existing solutions and compare them to what is required for the general case. Then we will design and implement a protocol and make a reference implementation. Our analysis, design and implementation will be brought in and discussed in the corresponding working group in GGF for standardisation.

state of the art

The way authorisation is currently implemented in grids does not allow for federation of services. The VOMS, LCAS and LCMAPS packages for authorised access in EDG and EDT projects have some possibilities but they are not explored currently. Those packages are built around of the concept of Virtual Organisations and trust relationships are static and all actors within a VO must agree on common authentication and authorisation rules like PKI-X.509. Federations can be seen as a generalization of the this VO concept. 

Outside the grid world other projects have addressed the problem of federating services like the Liberty Alliance ( http://www.projectliberty.org/ ), Passport ( http://www.passport.com/ ) and Shibboleth ( http://shibboleth.internet2.edu/ ) initiatives.

In our view the main shortcoming of these solutions is that  the task of setting up the federation is neither lightweight, nor dynamic. Moreover, in case of Passport, all parties need to use the same authentication infrastructure Kerberos and refer to a central user authentication

service.  Liberty Alliance, while allowing the single sign-on, requires users to be 

known at every site. On the other side Shibboleth is specifically designed for sharing of web resources between institutions, mainly to satisfy the requirements of roaming users. None of these projects have addressed the general case and have therefore not been able to contribute to the standardisation process.

proposal
The proposal is to study the mechanisms and design and implement a set of services to dynamically set up and manage a federation in the most general case.

As we can see at this moment some general requirements for the establishment of a federation are:

· easy to set up and manage

· sharing of authentication and authorization data using different mechanisms

· no need to propagate local identity of users

· anonymity and privacy

but a further survey of the current situation may reveal more.

This could be achieved if in every entity a service would be provided which would allow to 

· negotiate a federation with other entities

· modify the federation with other entities

· allow other entities to join

· discover other entities that could join the federation

Further study will allow us to better describe this service.

Until here I worked a bit on the text.

The establishment of a federation implies setting up a common policy schema, that in general, can mask the actual implementations in each domain. We propose to use the policy language under standardization in GGF.

The structure of the federation depends on the implemented trust model; we plan to investigate and possibly support the main types:

· direct: the trust is a binary relationship between two entities;

· indirect: the trust relationship relies on a third-party;

In fact, we can consider delegation, where an entity acts on behalf of another one, as a special case of the indirect one. In case of transitive trust relationships, the allowed depth is one  of the basic parameters of the federation.

Enhancement of the state-of-the-art

The experience gained with this WP, will allow a better understanding of trust mechanisms required to set up collaborations among autonomous domains. Moreover the service to be developed will allow a uniform and standard security interface to access different resources on the network. We think that also a production grid, with static VOs will benefit  from this, and that these results should be valuable also for commercial  applications.

Say something about authenticated p2p networks.

Deliverables

Paragraph on the Demonstrator here?

B.7 Other issues

B.7.1. If there are ethical or gender issues associated with the subject of the proposal, show they have been adequately taken into account - indicate which national and international regulations are applicable and explain how they will be respected. Explore potential ethical aspects of the implementation of project results. Include the Ethical issues form given below. 

To be described here:


Privacy


Anonymity

B.7.2 Are there other EC-policy related issues, and are they taken into account? Demonstrate a readiness to engage with actors beyond the research to help spread awareness and knowledge and to explore the wider societal implications of the proposed work; if relevant set out synergies with education at all levels.

(No recommended length – depends on the number of such other issues which the project involves).

To be described here:


Intellectual property


Open source code


GGF standards
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Workpackage 1: Credential Services

	Workpackage number 
	1
	Start date or starting event:
	Project start

	Participant id
	4
	
	
	
	
	
	

	Person-months per participant:
	
	
	
	
	
	
	


	Objectives 

· 


	Description of work 

· 


	Deliverables 

· D*.




	Milestones
 and expected result 
· M1. 




Workpackage 2: Attribute Services

	Workpackage number 
	2
	Start date or starting event:
	Project start

	Participant id
	3
	
	
	
	
	
	

	Person-months per participant:
	
	
	
	
	
	
	


	Objectives 

· 


	Description of work 

· 


	Deliverables 

· D*.




	Milestones
 and expected result 
· M1. 




Workpackage 3: Authorisation Decission Services

	Workpackage number 
	3
	Start date or starting event:
	Project start

	Participant id
	1
	
	
	
	
	
	

	Person-months per participant:
	
	
	
	
	
	
	


	Objectives 

· 


	Description of work 

· 


	Deliverables 

· D*.




	Milestones
 and expected result 
· M1. 




Workpackage 4: Resource Access and Usage Control

	Workpackage number 
	4
	Start date or starting event:
	Project start

	Participant id
	2
	
	
	
	
	
	

	Person-months per participant:
	
	
	
	
	
	
	


	Objectives 

· 


	Description of work 

· 


	Deliverables 

· D*.




	Milestones
 and expected result 
· M1. 




Workpackage 5: Federated Service Management

	Workpackage number 
	5
	Start date or starting event:
	Project start

	Participant id
	5
	
	
	
	
	
	

	Person-months per participant:
	
	
	
	
	
	
	


	Objectives 

· 


	Description of work 

· 


	Deliverables 

· D*.




	Milestones
 and expected result 
· M1. 




Workpackages 6: Management

	Workpackage number 
	6
	Start date or starting event:
	Project start

	Participant id
	1
	
	
	
	
	
	

	Person-months per participant:
	24
	
	
	
	
	
	


	Objectives 

· overall project management and reporting to the EU

· daily management of the project activities, resource allocation and monitoring

· risk management, conflict resolutions and corrective actions




	Description of work 

· set up the overall management structure and the boards described in the management plan

· run the management boards and groups

· organise the project conferences and other meetings

· ensure timely delivery of project deliverables to the EU

· implement and perform the appropriate quality control on the project deliverables including a formal internal review process

· document and disseminate project results in coordination with the project dissemination line of activity and responsible partners




	Deliverables 

· D1. Consortium agreement

· D2. Quality plan

· D3-6. Quarterly periodic reports first year

· D7. Intermediate progress report

· D8-11. Quarterly periodic reports first year

· D12. Final project report




	Milestones
 and expected result 
· M1. Completion of first yearly review

· M2 Completion of second yearly review




� See Annexes 3 and 4 for more information on the ethics and gender issues.


� Workpackage number: WP 1 – WP n.


� Number of the contractor leading the work in this workpackage.


� The total number of person-months allocated to each workpackage.


� Relative start date for the work in the specific workpackages, month 0 marking the start of the project, and all other start dates being relative to this start date.


� Relative end date, month 0 marking the start of the project, and all ends dates being relative to this start date.


� Deliverable number: Number for the deliverable(s)/result(s) mentioned in the workpackage: D1 - Dn.


� Deliverable numbers in order of delivery dates: D1 – Dn


� Month in which the deliverables will be available. Month 0 marking the start of the project, and all delivery dates being relative to this start date.


� Please indicate the nature of the deliverable using one of the following codes:


	R = Report


	P = Prototype


	D = Demonstrator


	O = Other


� Please indicate the dissemination level using one of the following codes:


	PU = Public


	PP = Restricted to other programme participants (including the Commission Services).


	RE = Restricted to a group specified by the consortium (including the Commission Services).


	CO = Confidential, only for members of the consortium (including the Commission Services).


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.


� Milestones are control points at which decisions are needed; for example concerning which of several technologies will be adopted as the basis for the next phase of the project.
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